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Abstract

We consider an environmental inspection agency who credibly com-

mits to a permanent observation of ambient pollution at the property

line of individual �rms. In this setting, standard results in the theory

of repeated games generalize to enforcement games. The inspection

agency obtains partial compliance without ever penalizing the pol-

luter, even in settings where it would never obtain any compliance

in the stage game. We identify under which conditions this is an im-

provement compared to a game where the agency does not collect prior

information. Both equilibrium and out-of-equilibrium behavior can be

given a nice intuitive interpretation.
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1 Introduction

At �rst sight, an economic analysis of environmental enforcement is equival-

ent to an economic analysis of crime enforcement in general. However, since

the 1970s, a huge literature has shown that there are several problems spe-

ci�c to environmental monitoring and enforcement. We shall not attempt

to discuss it here - we refer to the surveys by Russell et. al. [16, p. 90-105]

and, more recently, by Cohen [2].

However, one of the distinctive features of pollution is that its impact on

the environment can be observed even if individual polluters are not inspec-

ted. This suggests that by collecting a priori information, the enforcement

agency can save �rm inspection costs as long as environmental damages are

not too important.

For instance, Franckx [3] has considered an inspection game where the

enforcement agency perfectly observes total ambient pollution created by

a known number of polluting �rms. It has been shown there that there

exists an equilibrium where the agency only inspects individual polluters

if ambient pollution levels exceed an endogenous threshold. This of course

can only work if there is an exhaustive list of potential culprits. The natural

policy context to think of is thus a river basin with a limited number of

polluters.

In the case of air pollution, this approach is less plausible. One possible

alternative procedure however (mentioned in Russell et. al. [16, p. 23])

would be the \measurement of changes in ambient quality at the property

line" of an individual �rm. This means that \the agency would compare the

ambient air quality at the property line on the upwind and downwind sides of

the plant. The di�erence would then be taken to be the contribution of the

plant to air quality degradation". Russell et. al. argue that this approach

\does not work well in areas with many plants, because of the di�culty of

sorting out the contributions to the ambient concentrations of the various

sources (...) property line ambient measurements are imperfectly related to

source emissions, because of the stochastic local wind patterns (...) ambient

measurements are generally not well suited to the task of enforcement."

1



This is probably true if these measurements are the only argument used

to impose penalties. However, even if ambient pollution levels are imper-

fectly observable, ambient inspections can still be used to allocate �rm in-

spections more e�ciently.

In Franckx [3], the main point of the analysis was that ambient inspec-

tions create strategic interactions between polluters: in equilibrium, the

probability of inspection also depends on the probability of compliance of

other polluters. In this paper, we emphasize another important feature of

ambient inspections: they create a potentially interesting link between the

problems of environmental enforcement and the literature on repeated games.

The literature on long-run relationships suggests that if the enforcement

agency and the polluters meet more than once, equilibrium behavior can

emerge that is fundamentally di�erent from the equilibria in a non-repeated

interaction. Basically, two approaches are popular in the literature on long-

run relationships.

A �rst possibility is to develop a model with reputation e�ects. For

instance, the enforcement agency inspects polluters in order to develop a

reputation that it will inspect them again in the future. This is the approach

that has been chosen in Franckx [4].

A second possibility is to consider in�nitely repeated games.

However, most results in the theory of repeated games are based on the

essential assumption that the actions of all players are revealed after each

interaction (see, for instance, Fudenberg and Tirole [7, p. 146-147]). How-

ever, the action chosen by the polluter in any stage of the game will only

be revealed to the enforcement agency if an inspection takes place. And as

Mertens has stated [12, p. 80]: \Claiming utilities (i.e., essentially the ac-

tual outcomes) to be known is essentially negating the whole quality-control

problem, which is an essential part of most principal-agent relationships, if

not the single most important (...)".

Thus, the enforcement agency can only condition its play on the history

of the game if it inspects the �rm in every round of the game. In [4], it has

been shown that this can indeed be an equilibrium for certain parameter

values and with a predetermined number of rounds.
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To inspect the �rm in every single round could however turn out to be

a very costly procedure.

On the other hand, if, after every round, the agency inspects ambient

pollution levels, it could infer at least something about the �rm's past actions

without having to inspect the �rm's installations. In order to understand

how this a�ects the inspection game, we shall develop the following very

simple, but original setting.

We consider an inspection game between one polluting �rm and an en-

forcement agency. In this game, both the legal standard and the �ne for

noncompliance are exogenous. We thus follow here the approach pioneered

by Reinganum and Wilde [15] in the context of tax auditing, and recognize

that, in practice, enforcement is delegated by the legislator to an inspection

agency which does not control, nor the standards, neither the penalties.

The enforcement agency minimizes the sum of expected discounted envir-

onmental and inspection costs, and the �rm minimizes the sum of expected

abatement costs and �nes.

The agency's objective function we have chosen here is clearly controver-

sial: why would an agency attach such a high importance to external costs,

while ignoring private compliance costs and collected �nes? This problem is

however not speci�c to the objective function we have chosen here. Indeed,

even a casual glance at the literature shows that, as far as the agency's

objective function is concerned, the profession is far from having reached a

consensus (to have just an idea of other approaches that have been chosen,

see the survey by Cohen [2, p. 51-56]).

Thus, in our approach, the enforcement agency considers pollution as

an \ \unconditionally deterred" o�enses that society would never condone

regardless of the private bene�t to the o�ender" [2, p. 68]. One possible

argument in favor of our approach is that the civil servants who work for

the enforcement agency might have chosen to work for the agency because

they care about the environment in the �rst place. The only reason why the

agency might not enforce standards perfectly is that it has to take inspec-

tion costs into account. The �nes are not redistributed to the enforcement
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agency, so the agency does not take the value of �nes into account either.

The polluter can choose between two levels of abatement expenditure,

� and 0. If the polluter spends �, it is in compliance. The monetary value

of environmental damages related to the choice of the compliant abatement

technology is Dc; the monetary value of environmental damages due to non-

compliance is Dnc; Dnc > Dc.

The agency commits itself to monitoring ambient pollution levels after

each round; the cost of these ambient inspections is a per round. As there is

only one �rm and as pollution is deterministic, the agency can observe the

�rm's action in the past round even if it does not inspect the �rm's abate-

ment equipment. Obviously, the �rm can observe whether its installations

have been inspected or not. Thus, due to these ambient inspections, both

players know the complete history of the game and they can condition their

future play on it.

However, ambient levels are not considered as a su�cient proof by the

courts to punish a �rm. If the agency wants measures taken against the

�rm, it has to resort to more detailed inspections (which, we shall, from

now on, call \�rm inspections"); b is the total cost of taking legal action

against the �rm.

We assume that a noncompliant �rm that is brought to court will always

be convicted. In this stage of the analysis, we shall not yet specify which

measures the court will take against the polluter.

The �rm can choose between complying and not complying, and the

agency can choose between conducting �rm inspections or not conducting

them.

With respect to the decision to undertake �rm inspections, we shall use

the Nash equilibrium concept (NE) in the static game: the polluter's actions

must be optimal, given the agency's behavior, but the agency's behavior

must also be optimal, given the polluter's behavior.

Thus, although we assume that the agency can commit itself to mon-

itoring ambient pollution, we shall assume that it cannot commit itself to

�rm inspection probabilities. At �rst sight, this might seem an internal
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contradiction.

However, one of the most important factors that limit an enforcement

agency's commitment capability is that polluters cannot observe perfectly

the frequency of �rm inspections. Thus, there is always an ex post tempta-

tion for the inspection agency to deviate from an announced inspection

probability. It is much easier to verify whether the agency monitors ambi-

ent pollution, and it is thus much more plausible to assume that the agency

can commit itself to this variable (a similar argument has been used by

Melumand and Mookherjee [11] in the �eld of tax auditing).

Suppose moreover that ambient inspections are possible with a once-for-

all installation of monitoring equipment. Thus, if the agency can show the

�rms that it has installed the monitoring equipment, then they know it has

no reason ex post to withdraw this equipment. Although, in reality, any

equipment would still need an operator, it seems plausible to assume that

the \sunk" aspect is more important with ambient inspections than with

�rm inspections.

Finally, it is easier to delegate the conduct of ambient inspections than

of �rm inspections (it is easier to enforce a mandated inspection policy with

ambient inspections than with �rm inspections because it is easier to con-

trol that ambient inspections are conducted than that �rm inspection are

executed with the contractually determined frequency). Thus, the agency

could ask the legislator to make the conduct of ambient inspections compuls-

ory by law. In that case, the agency will always conduct ambient inspections

if mandated, even if this runs counter to its own interests. Another possibil-

ity would be that the agency outsources the conduct of ambient inspections

herself. It could for instance pay a private �rm to conduct ambient inspec-

tions. If the �rm is paid in advance, ambient inspections are a completely

sunk cost.

The structure of our stage game is extremely close to the one developed

by Holler [10]. The main di�erence is that Holler does not explicitly de�ne

the agents' payo� functions.

To be more speci�c, Holler's only assumptions with respect to the payo�s
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are:

Assumption 1 If the agency inspects the polluter, the polluter prefers to

comply

Assumption 2 If the agency does not inspect the polluter, the polluter

prefers not to comply

Assumption 3 If the polluter does not comply, the agency prefers to in-

spect the polluter

Assumption 4 If the polluter complies, the agency prefers not to inspect

the polluter

The advantage of Holler's approach is that this allows to give more than

one interpretation to the payo�s. Holler's results have thus wider-ranging

implications than the results in this paper. On the other hand, our approach

allows to identify clearly which elements of the payo�s are technical para-

meters and which elements (the compliance level, the �ne and the discre-

tionary power of courts) are determined by the legislative process. We will

then show that, at least for some plausible institutional contexts, Holler's

assumptions with respect to the payo� structure are arguable.

Note also that Holler has explained why it is not always appropriate to

use repeated games in the analysis of environmental enforcement: several

environmental problems are of a \hit-and-run" nature. This argument is in

itself clearly correct. However, we think that there are enough environmental

problems where this is not true and thus that our analysis is justi�ed. This

paper should thus be considered as an extension of Holler's model. We shall

therefore compare systematically our results with Holler's.

The structure of the paper is the following. First (Section 2), for the

readers who are not familiar with the literature on repeated games, we briey

explain Fudenberg's and Maskin's version of the Folk Theorem, which is the

central result in this literature. Next (Section 3), we consider a version of

the game where the only instrument available to the courts is to impose a

�ne on noncompliant �rms. In this case, there will be no enforcement or
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compliance at all in the stage game. However, we show that in a repeated

interaction, the agency can obtain some compliance, without ever inspecting

the �rm's premises. Subsequently (Section 4), we consider a version where

the courts can impose the purchase of the compliant technology. If �rm

inspection costs are too high compared to the environmental bene�ts of

inspecting the �rm, we obtain a result that is similar to the one obtained in

Section 3. However, in the other case, there is a unique Nash equilibrium in

mixed strategies. We then show that in a repeated interaction, the agency

can obtain a compliance level that is higher than the compliance level in

the stage game, but without ever inspecting the �rm's premises. We o�er

concluding remarks and suggestions for further research in Section 5.

2 Folk theorems

A fundamental result in the literature on repeated games is the so-called

\folk theorem". There are several versions of this theorem. For our purposes,

the most useful is the version proved by Fudenberg and Maskin [5].

For the readers who are not familiar with this literature, we shall �rst

briey explain the most important ideas.

We follow here the terminology of notation of Fudenberg and Tirole [7,

p. 150-153]

Consider a player i. The player's reservation utility or minmax value

is the lowest payo� his opponents can hold him to by any choice of their

strategy, provided this strategy is correctly foreseen by player i and player i

plays a best response to it. It can be shown that player's i's payo� is a least

his minmax value in any static equilibrium and in any NE of the repeated

game. A payo� combination that gives all players at least their minmax

payo� is called individually rational. Any payo� combination that can be

obtained through a combination of the players' strategies is called feasible.

From Fudenberg and Maskin [5, 6], we know that the set of feasible

payo�s in a repeated game is obtained by taking the convex hull of the set of

pure-strategy payo�s in the stage game. The set of individually rational and

feasible payo�s is then the subset of this convex hull that Pareto-dominates
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the minmax-payo�s.

Loosely stated, Fudenberg and Maskin's Folk Theorem states: suppose

that the dimension of the set of feasible payo�s equals the number of play-

ers; consider any payo� combination in the set of individually rational and

feasible payo�s; as long as the discount factor is high enough, these payo�s

can always be obtained as the payo� of some subgame perfect equilibrium.

3 Game without enforcement in the stage game

We assume that a noncompliant �rm that is brought to court will always be

convicted. The court then imposes an exogenous �ne 	. Thus, in this case,

inspecting the �rm brings no environmental bene�ts in itself.

The �rm complies The �rm does not comply

The agency inspects �b�Dc;�� �b�Dnc;�	

the �rm

The agency does not �Dc;�� �Dnc; 0

inspect the �rm

Table 1: Payo�-matrix if the agency only cares about pollution and inspec-

tion costs

Consider �rst the stage game.

From the payo�-matrix (see Table 1), it is clear that if the �rm complies

with the standards, then it is optimal not to inspect the �rm. If the �rm

does not comply, then it is also optimal not to inspect the �rm. Indeed,

environmental damage has already taken place and inspecting the �rm would

only impose inspection costs to the agency. Inspecting a �rm clearly is a

dominated strategy. After elimination of this dominated strategy, we see

that the optimal choice for the �rm is not to comply.

Proposition 3.1 If inspecting a polluter brings no environmental bene�ts,

the only strategy-pair that survives iterated elimination of strictly dominated
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strategies in a non-repeated interaction is: (the agency does not inspect the

�rm, the �rm does not comply).

For readers who are familiar with the analysis in Holler [10], this result

may come as a surprise, as Holler had found a unique NE inmixed strategies.

However, �Dnc > �b � Dnc implies that our model violates Holler's third

assumption: if inspecting a polluter brings no environmental bene�ts, in-

specting a noncompliant �rm only brings the moral satisfaction of having

caught a polluter. However, we have chosen not to take into account this

type of motivation. Moreover, we do not know a priori the relationship

between � and 	: it depends on decisions taken by the legislator. Thus, we

cannot claim in general that Assumption 1 is true either.

Let us now move to the repeated interaction.

We �rst verify the minmax-payo�s.

If the �rm complies, her expected costs is �, which is independent from

the actions of the agency. Her minmax payo� is thus at least �� (keep in

mind that costs are negative payo�s). If she does not comply, her expected

payo� is �p 	, where p is the probability of �rm inspections. The �rm's

payo� if she does not comply is higher than if she complies if p < �
	
. Thus,

if 	 > �, the probability of inspection that minimizes the maximum of ��

and �p	 is p = �
	
. On the other hand, if � > 	, the �rm's payo� if she does

not comply is always higher than if she complies, whatever the probability

of inspection; from now on, we shall ignore this possibility1.

On the other hand, if the agency does not inspect the �rm, her expected

payo� is �(1�p�)Dnc�p�Dc, where p
� is the probability of compliance. If

the agency inspects the �rm, her expected payo� is: �b�(1�p�)Dnc�p�Dc.

The agency's expected payo� is thus always maximized when it does not

inspect the �rm, whatever the �rm does. p� = 0 then minimizes the agency's

expected payo� it if does not inspect the �rm.

The minmax payo�s are thus (�Dnc;��).

1If the total penalty for noncompliance is higher than the cost of compliance, the

problem is clearly irrelevant.
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Figure 1: Set of individually rational and feasible payo�s if b > Dnc �Dc

The set of pure-strategy payo�s in the stage game is given in Table 1.

The set of individually rational and feasible payo�s is then the subset of this

convex hull that Pareto-dominates the minmax-payo�s. The precise form of

this set depends on the relative values of b and Dnc �Dc. It is depicted by

the shaded triangle in Figures 1 and 2.

We can now apply the Folk Theorem proved by Fudenberg and Maskin

[5] to this game:

Proposition 3.2 There exists a discount factor � < 1, such that for all

� 2 (�; 1), there exists a subgame perfect equilibrium of the in�nitely repeated

game in which the agency's average cost is Dc+(1�)Dnc and the average

cost for the �rm is: � (with  2]0; 1[)

According to the algorithm de�ned in Lemma 1 of [6], the above payo�s

can be generated by a deterministic sequence in which the players switch
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Figure 2: Set of individually rational and feasible payo�s if Dnc �Dc > b

from (don't inspect, comply) to (don't inspect, don't comply) .

Thus, the agency never inspects the agency in equilibrium. On the one

hand, the agency now avoids cost of inspecting the �rm. The agency gains by

committing to inspect ambient pollution levels compared to the stage game

if a+ Dc+(1� )Dnc < Dnc , thus if, a < [Dnc�Dc], or, in words, if the

environmental bene�t of obtaining compliance with frequency  is higher

than the permanent cost of conducting ambient inspections. Note that such

a  does not always exist. On the other hand, as long as the �rm respects

the equilibrium sequence of noncompliance that generates Dc+(1�)Dnc

on average, she will never be inspected and �ned. However, the �rm loses

compared to the one-shot game, as she never complies (and her installations

are never inspected) in the stage game.

To understand the equilibrium behavior, it can be instructive to look at

the proof of Fudenberg and Maskin's Folk Theorem, and more speci�cally
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at the punishments for deviating from equilibrium.

If the �rm deviates from its equilibrium strategy, she will be minmaxed

by the agency during a certain number of rounds, this is, her installations

will be inspected with probability p = �
	
(and she will thus �ned if she does

not comply). During the punishment period, the �rm loses compared to the

equilibrium, where she is never inspected or �ned. Thus, the �rm complies

at least some of the time, not because she is inspected in equilibrium, but

because of the credible threat that she will be inspected with some probability

in the future if she does not comply frequently enough.

On the other hand, if the agency deviates and inspects the �rm's install-

ations, the �rm will hold the agency to its minmax value by not complying

during the punishment phase.

The spirit of our problem is very close to the one considered by Radner

[13, 14], who considers a repeated principal-agent relationship. In his game,

the principal can only observe the consequences of the agent's actions, not the

actions themselves. He deters the agent from cheating by using a statistical

test:

(...) in a review strategy the principal periodically evaluates the

cumulative performance of the agent since the last review. If a

review results in a satisfactory evaluation, a new review phase is

begun; if not, the players enter a penalty phase, after which the

review is begun.

There are essential di�erences with our approach. Indeed, in Radner's

model, the principal chooses himself the magnitude of the (possibly negative)

payment he makes to the agent. Moreover, the principal's utility depends

on the payment he makes to the agent. Also, in Radner's model, the agent

chooses a continuous variable (e�ort) - in our model, the choice variable is

discrete (comply-don't comply).

There is also a strong analogy with the idea of enforcement leverage. For

instance, in the initial model developed by Harrington [9], polluting �rms

are divided in two groups, depending on their past performance. Firms in

the �rst group that are discovered to be noncompliant move to the second
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group, where both the probability of inspection and the �ne for violations

are higher. Firms in the second group move back to the �rst group with a

positive probability if the enforcement agency �nds that they comply. The

optimal �ne in the �rst group is zero2: the punishment for not complying

lies in the fact that the �rm will be inspected more frequently in the future
3 and will be �ned if found in noncompliance.

Note that, in the repeated interaction, the payo�s and the equilibrium

behavior are completely independent from the level of the �ne, and that these

payo�s are on the Pareto-frontier.

4 Game with mixed strategies in the stage game

We now consider the possibility that the court puts inspected noncompliant

�rms in compliance. The court then imposes, on the one hand, an exogenous

�ne 	, and, on the other hand, the purchase of the compliant technology.

Environmental damages are then a weighted average of Dc and Dnc: �Dnc+

(1� �)Dc.

We shall use 4 as the short-hand notation for (1� �)(Dnc�Dc), this is

the environmental bene�t of putting one noncompliant �rm in compliance.

Again, we start by analyzing the stage game.

Let us �rst consider the optimal strategy for the �rm. If the �rm com-

plies, its expected costs are independent from the actions chosen by the

enforcement agency, and are simply �. Let p be the probability that the

�rm is inspected. The �rm expected costs when it does not comply are

then: p (	 + �).

Let p� be the probability that the �rm complies in a mixed strategy. Its

expected cost is then:

p� �+ (1� p�)[ p (	 + �) + (1� p):0] = p (	 + �) + p�(�� p (	 + �)) (1)

2In our model, the expected �ne is also zero in equilibrium but because the probability

of inspection is zero.
3In our model, the �rm is punished for not complying often enough.
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Because 1 > �
	+�

> 0, the �rm complies if p > �
	+�

, does not comply if

p < �
	+�

and is indi�erent between complying and not complying if p = �
	+�

.

If the agency does not inspect the �rm, its expected costs are: (1 �

p�)Dnc + p�Dc. If the agency inspects the �rm, its expected costs increase

by b� (1� p�)4 (remember that 4 is the environmental bene�t of putting

one noncompliant �rm in compliance). The agency's expected costs Cna are

thus:

(1� p�)Dnc + p�Dc + pfb� (1� p�)4 =

Dnc � p�
4

1� �
+ pfb� (1� p�)4g (2)

Because the �ne is predetermined, the only choice variables for the

agency is p. The cost function is linear in the inspection probabilities, which

implies that the optimal choice of p only depends on p�.

If b� (1� p�)4 < 0, then p� < 1� b
4
, the agency's costs are decreasing

in p, and the optimal choice is p = 1. Similarly, if p� > 1� b
4
, the agency's

costs are increasing in p, and the optimal choice is p = 0. Thus, the agency

is only indi�erent between inspecting and not inspecting i if p� = 1� b
4
.

The payo�s for this game are represented in Table 2.

The �rm complies The �rm does not comply

The agency inspects �b�Dc;�� �b� �Dnc � (1� �)Dc;�	� �

the �rm

The agency does not �Dc;�� �Dnc; 0

inspect the �rm

Table 2: Payo�-matrix without ambient inspections

In what follows, we shall ignore the limiting case b = 4. The probability

that these two technical parameters are equal to each other is zero, and the

relevance of this case can thus be doubted.
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If b > 4, the agency will always choose p = 0. This condition has an

obvious interpretation: if the cost of inspecting one �rm is higher than the

social bene�t of bringing one non-compliant �rm into compliance, it is op-

timal for the agency never to inspect, at least in a non-repeated interaction.

And, if the agency never inspects the �rm, the �rm optimally never complies.

Basically, in this case, our model violates again Holler's third assumption.

We thus obtain a game that is almost identical to the one developed in

Section 3. Therefore, we shall not develop it further here.

On the other hand, if 4 > b, we see from the �rm's and the agency's

reaction function (see �gure 3):

Proposition 4.1 If 4 > b, the unique Nash-equilibrium is:

� The �rm complies with probability 1� b
4
.

� The agency inspects the �rms with probability �
	+�

If all players play their equilibrium strategy, the expected cost for the

enforcement agency is:

Dnc � (1�
b

4
)
4

1� �
= [

b

1� �
+Dc] (3)

In a mixed-strategy equilibrium, the �rms are indi�erent between com-

plying and not complying. This means that their expected costs in equilib-

rium are simply the compliance cost �.

Again, it can be instructive to compare this result with Holler's [10].

It is clear that all assumptions of Holler's model are now ful�lled (on

the one hand, �Dnc > �b� �Dnc � (1 � �)Dc if and only if 4 > b; on the

other hand, �� > ���	). Thus, in this case, our model and Holler's are

formally equivalent.

Therefore, it should not come as a surprise that we can con�rm Holler's

conclusion that the probability of compliance does not depend on the mag-

nitude of the �ne. Indeed, in a Nash equilibrium, �rms choose the probab-

ility of compliance to make the agency indi�erent between inspecting and
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Figure 3: Reaction functions between the �rm and the enforcement agency

without ambient inspections

not inspecting them. Because the �ne has no intrinsic utility for the agency,

it should thus not play a role in the equilibrium strategy for the �rms.

It is now straightforward to verify that the NE of the stage game also

minmaxes both players (see Fudenberg and Tirole [7, p. 150]).

Indeed, if the �rm complies, her expected costs is �, which is independent

from the actions of the agency. Her minmax payo� is thus at least �� (keep

in mind that costs are negative payo�s). If she does not comply, her expected

payo� is �p(	+�). The �rm's payo� if she does not comply is higher than if

she complies if p < �
�+	

. Thus, the probability of inspection that minimizes

the maximum of �� and �p (	 + �) is p = �
�+	

, this is the equilibrium

probability of inspection in the stage game (Proposition 4.1).

On the other hand, if the agency does not inspect the �rm, her expected

payo� is �Dnc+p� 4
1��

. If the agency inspects the �rm, her expected payo�

is: �b � Dnc + p� 4
1��

+ (1 � p�)4. p� minimizes the maximum of these
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Figure 4: Set of individually rational and feasible payo�s with a single �rm

if 4 > b

two expressions when they are equal, thus when p� = 1 � b
4
, this is the

equilibrium probability of compliance in the stage game (Proposition 4.1).

The minmax payo�s are thus indeed (� b
1��

�Dc;��).

The set of pure-strategy payo�s in the stage game is given in Table 2

on p. 14. The set of individually rational and feasible payo�s is then the

subset of this convex hull that Pareto-dominates the minmax-payo�s.

This implies that the set of individually rational and feasible payo�s is

depicted by the shaded triangle in Figure 4 (�Dnc < �b� (1� �)Dc � (1�

�)Dnc < � b
1��

�Dc follows from 4 > b).

We can now apply the Folk Theorem proved by Fudenberg and Maskin
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[5]4 to this game:

Proposition 4.2 If 4 > b, there exists a discount factor � < 1, such that

for all � 2 (�; 1), there exists a subgame perfect equilibrium of the in�nitely

repeated game in which the agency's average cost is Dc + (1 � )Dnc and

the average cost for the �rm is: � (with  2]4�b
4

; 1[)5

It is clear that the interpretation of this Proposition is very close to the

interpretation of Proposition 3.2. We shall therefore limit ourselves to the

analysis of the di�erences.

First, compared to the non-repeated interaction, the �rm always gains.

Indeed, as long as the �rm respects the sequence of noncompliance that

generates Dc + (1 � )Dnc on average, she will never be �ned. The con-

dition  > 4�b
4

states that the weight of the action pair (don't inspect,

comply) must be higher than the equilibrium probability of compliance in a

non-repeated game. The �rm thus avoids ever being �ned as long as the fre-

quency with which she complies is higher than the probability of compliance

in the stage game.

Second, the agency only gains by committing to inspect ambient pollu-

tion levels compared to the one-shot equilibrium if:

a+ Dc + (1� )Dnc <
b

1� �
+Dc

m

a+ (1� )
4

1� �
<

b

1� �

If a < b
1��

, it is always possible to �nd a  < 1 such that this condition

will be ful�lled. Note that 1 < 1

1��
implies that this is a very weak condition:

4Some of the strategies in the support of the mixed minmax point are also played in

this equilibrium. In the same paper (Theorem 5), Fudenberg and Maskin have shown that

this is not a problem, even when players can only observe past actions of the other players

instead of their mixed strategies.
5The condition  > 4�b

4
is equivalent with Dc + (1 � )Dnc <

b
1��

+ Dc, which

states that the average payo� for the agency must be higher than the minmax payo�. The

average payo� for the �rm is higher than the minmax payo� i�  < 1.
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it is reasonable to assume that it costs more to undertake legal action against

a �rm than to simply measure ambient pollution at its property line.

Third, if the �rm deviates from its equilibrium strategy, she will be

minmaxed by the agency during a certain number of rounds, this is, her

installations will be inspected with probability p = �
�+	

(and she will thus

�ned if she does not comply). Note that this probability of inspection dur-

ing the punishment phase is exactly equal to the equilibrium probability of

inspection in the one-shot game (see Proposition 4.1).

Fourth, if the agency deviates and inspects the �rm's installations, the

�rm will hold the agency to its minmax value by complying only with the

probability of compliance of the one-shot NE (see Proposition 4.1), which is

lower than the equilibrium frequency of compliance in the repeated game.

Again, the payo�s and the equilibrium behavior are completely independ-

ent from the level of the �ne. Finally, it should be noted that these payo�s

are on the Pareto-frontier.

5 Conclusion

In this paper, we have shown that if the agency can commit itself to a

permanent observation of ambient pollution by one single �rm, it can always

obtain a higher compliance rate than in the stage game. In order to obtain

this higher compliance rate, it does not need to inspect the �rm's abatement

equipment or to �ne the �rm in equilibrium.

Moreover:

� If the environmental bene�t of putting one noncompliant �rm in com-

pliance is higher than the cost of inspecting one �rm, the �rm always

gains, because it is never inspected (and thus never �ned) as long as

its observed frequency of compliance exceeds slightly its equilibrium

probability of compliance in the static game. The agency gains under

reasonable weak conditions.

� In the other case, the �rm always loses, as it will now have to comply at

least some of the time (although it is still never �ned in equilibrium).
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The agency gains compared to the stage game if the environmental

bene�t of this higher compliance is higher than the cost of ambient

inspections.

In this repeated game, all agents' payo�s and equilibrium behavior be-

come completely independent from the level of the �ne.

There are two important limitations to this analysis.

First, we have limited ourselves to a single �rm. Monitoring permanently

ambient pollution in the immediate surroundings of all �rms would however

be prohibitively costly. The setting of an earlier paper [3], where ambient

inspections are used to asses the aggregate behavior of a group of polluting

�rms, is therefore more plausible. If we would extend the latter framework

to repeated interaction, we would run into an important complication: am-

bient inspections would only indicate whether some �rms deviate, but not

which �rms exactly. Thus, neither the �rms nor the agency would know

exactly who has deviated unless the agency inspects the �rms. Construct-

ing repeated games with several �rms and ambient inspections is clearly an

interesting, but possibly extremely complicated, subject for further research.

Second, in reality, pollution can have very strong stochastic features.

This reminds us strongly of the literature on repeated games with imperfect

public information6.

For instance, Green and Porter [8] analyze collusive behavior between

�rms who monitor the market price, but cannot observe the other �rms'

output. Demand is stochastic, and the �rms can thus not perfectly infer

whether a fall in the price is due to demand or to an increase in the other

�rms' output. Abreu, Pearce and Stacchetti [1] have shown more general

results than Green and Porter, but restrict themselves to identical players

and to pure strategies.

Although these models of collusion have some similarities with the prob-

lem we are considering here, the results do certainly not carry over immedi-

ately. For instance, in these models of cartel equilibria, all players' payo�s

depend on the market price. In an environmental inspection game, the

6For a survey, see for instance Fudenberg and Tirole [7, p. 182-191]
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enforcement agency's and the polluters's cost functions are fundamentally

asymmetric.
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